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Abstract

We have developed a general-purposeregistration algorithm for medical images
and volumes. The transformation between imagesis modeled as locally a�ne but
globally smooth, and explicitly accounts for local and global variations in image
intensities. An explicit model of missing data is also incorporated, allowing us to
simultaneously segment and register imageswith partial or missing data. The al-
gorithm is built upon a di�eren tial multiscale framework and incorporates the ex-
pectation maximization algorithm. We show that this approach is highly e�ectiv e
in registering a range of synthetic and clinical medical images.

1 In tro duction

The goal of imageregistration is to �nd a transformation that aligns one im-
ageto another. Medical imageregistration hasemergedfrom this broad area
of research as a particularly active �eld (see[1{6] for generalsurveys). This
activit y is due in part to the many clinical applications including diagnosis,
longitudinal studies, and surgical planning, and to the need for registration
acrossdi�erent imagingmodalities (e.g.,MRI, CT, PET, X-RAY, etc.). Medi-
cal imageregistration, however, still presents many challenges.Several notable
di�culties are 1) the transformation betweenimagescan vary widely and be
highly non-rigid in nature; 2) imagesacquired from di�erent modalities may
di�er signi�cantly in overall appearanceand resolution; 3) there may not be
a one-to-onecorrespondencebetweenthe images(missing/partial data); and
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4) each imaging modality introduces its own unique challenges,making it
di�cult to develop a singlegenericregistration algorithm.

In estimating the transformation that aligns two imageswe must choose:1) to
estimatethe transformation betweena small number of extracted features,or
betweenthe completeunprocessedintensity images;2) a model that describes
the geometrictransformation; 3) whetherto andhow to explicitly model inten-
sity changes;4) an error metric that incorporates the previous three choices;
and 5) a minimization technique for minimizing the error metric, yielding the
desiredtransformation.

Feature-basedapproachesextract a (typically small) number of corresponding
landmarks or featuresbetweenthe pair of imagesto be registered.The over-
all transformation is estimatedfrom thesefeatures.Commonfeaturesinclude
corresponding points [7{9], edges[10,11],contours [12,13]or surfaces[14{16].
Thesefeaturesmay be speci�ed manually or extracted automatically. Fiducial
markers may also be usedas features; thesemarkers are usually selectedto
be visible in di�erent modalities. Feature-basedapproaches have the advan-
tage of greatly reducingcomputational complexity. Dependingon the feature
extraction process,these approaches may also be more robust to intensity
variations that arise during, for example, crossmodality registration. Also,
featuresmay be chosento help reducesensornoise.Theseapproachescan be,
however, highly sensitive to the accuracyof the feature extraction. Intensity-
basedapproaches,on the other hand,estimatethe transformation betweenthe
entire intensity images.Such an approach is typically more computationally
demanding,but avoids the di�culties of a feature extraction stage.

Independent of the choiceof a feature- or intensity-basedtechnique, a model
describing the geometric transform is required. A common and straightfor-
ward choice is a model that embodies a single global transformation. The
problem of estimating a global translation and rotation parameter has been
studied in detail, and a closedform solution wasproposedby Sch•onemann[7]
in 1966.Other closed-formsolutions include methods basedon singular value
decomposition (SVD) [17],eigenvalue-eigenvector decomposition [18]and unit
quaternions [19]. One idea for a global transformation model is to usepoly-
nomials.For example,a zeroth-orderpolynomial limits the transformation to
simple translations, a �rst-order polynomial allows for an a�ne transforma-
tion, and, of course,higher-orderpolynomials can be employed yielding pro-
gressively more
exible transformations.For example,the registration package
Automated ImageRegistration (AIR) can employ (as an option) a �fth-order
polynomial consisting of 168 parameters(for 3-D registration) [20,21]. The
global approach hasthe advantagethat the model consistsof a relatively small
number of parametersto be estimated,and the global nature of the model en-
suresa consistent transformation acrossthe entire image. The disadvantage
of this approach is that estimation of higher-orderpolynomialscan lead to an
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unstable transformation, especially near the imageboundaries.In addition, a
relatively small and local perturbation can causedisproportionate and unpre-
dictable changesin the overall transformation. An alternative to theseglobal
approachesare techniquesthat model the global transformation asa piecewise
collection of local transformations. For example,the transformation between
each local region may be modeled with a low-order polynomial, and global
consistencyis enforcedvia someform of a smoothnessconstraint. The ad-
vantage of such an approach is that it is capableof modeling highly nonlinear
transformationswithout the numerical instabilit y of high-orderglobal models.
The disadvantage is oneof computational ine�ciency due to the signi�cantly
larger number of model parametersthat needto be estimated, and the need
to guarantee global consistency. Low-order polynomials are, of course,only
one of many possiblelocal models that may be employed. Other local mod-
els include B-splines[22{25], thin-plate splines[26,9], and a multitude of re-
lated techniques.The packageStatistical Parametric Mapping (SPM) usesthe
low-frequencydiscretecosinebasisfunctions [27,28],wherea bending-energy
function is used to ensureglobal consistency. Physics-basedtechniques that
computea local geometrictransform include thosebasedon the Navier-Stokes
equilibrium equationsfor linear elasticity [29{31] and thosebasedon viscous

uid approaches[31{33].

Under certain conditions a purely geometric transformation is su�cien t to
model the transformation between a pair of images.Under many real-world
conditions, however, the imagesundergo changesin both geometry and in-
tensity (e.g., brightnessand contrast). Many registration techniquesattempt
to remove theseintensity di�erences with a pre-processingstage,such ashis-
togram matching [34,35] or homomorphic �ltering [36]. The issuesinvolved
with modeling intensity di�erences are similar to those involved in choosing
a geometric model. Becausethe simultaneous estimation of geometric and
intensity changescan be di�cult, few techniquesbuild explicit models of in-
tensity di�erences. A few notable exceptionsinclude AIR [20,21], in which
global intensity di�erences are modeled with a single multiplicativ e contrast
term, and SPM [27,28]in which local intensity di�erences are modeledwith a
basisfunction approach.

Having decidedupon a transformation model, the task of estimating the model
parametersbegins.As a �rst step, an error function in the model parameters
must be chosen.This error function should embody somenotion of what is
meant for a pair of imagesto be registered.Perhapsthe most commonchoice
is a meansquareerror (MSE), de�ned asthe meanof the squareof the di�er-
ences(in either featuredistanceor intensity) betweenthe pair of images.This
metric is easyto compute and often a�ords simple minimization techniques.
A variation of this metric is the unnormalizedcorrelation coe�cien t applica-
ble to intensity-basedtechniques.This error metric is de�ned as the sum of
the point-wise products of the image intensities, and can be e�cien tly com-
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puted using Fourier techniques[37,38].A disadvantage of theseerror metrics
is that imagesthat would qualitativ ely be consideredto be in good registra-
tion may still have large errors due to, for example, intensity variations, or
slight misalignments. Another error metric (included in AIR) is the ratio of
imageuniformit y (RIU) de�ned as the normalized standard deviation of the
ratio of imageintensities. Such a metric is invariant to overall intensity scale
di�erences, but typically leads to nonlinear minimization schemes.Mutual
information [39{42], entropy [43,44]and the Pearsonproduct moment cross
correlation [45] are just a few examplesof other possibleerror functions. Such
error metrics are often adopted to deal with the lack of an explicit model of
intensity transformations [46].

In the �nal stepof registration, the chosenerror function is minimized yielding
the desiredmodel parameters.In the most straightforward case,least-squares
estimation is used when the error function is linear in the unknown model
parameters.This closed-formsolution is attractiv e as it avoids the pitfalls of
iterativ e minimization schemessuch as gradient-descent or simulated anneal-
ing. Such nonlinear minimization schemesare, however, necessarydue to an
often nonlinear error function. A reasonablecompromisebetween these ap-
proaches is to begin with a linear error function, solve using least-squares,
and usethis solution asa starting point for a nonlinear minimization.

In developing our general-purpose registration algorithm, we have tried to
�nd a compromisebetweena 
exible and robust techniqueand computational
e�ciency . To begin,we have chosenan intensity-basedapproach soasto avoid
the various pitfalls involved in feature selection.Geometrically, we model the
transformation with a local a�ne model and a global smoothnessconstraint.
Intensity variations are explicitly modeled with local changesin brightness
and contrast and a global smoothnessconstraint. Thesemodel parametersare
simultaneously estimated at each pixel in the image, allowing us to capture
nonlinear distortions (in both geometryand intensity). We employ a standard
MSE error metric on the intensity values.The minimization involvestwo steps.
First an error function that is linear in the model parametersis minimized
using least-squares.This error function is then augmented with a nonlinear
smoothnessconstraint, and the least-squaressolution is used to bootstrap
an iterativ e nonlinear minimization. This entire procedure is built upon a
di�erential multiscaleframework, allowing usto captureboth large-andsmall-
scaletransformations, seealso [46{48] for related techniques.

In addition to this framework we describe an extensionthat allows us to ex-
plicitly contend with missing or partial data. Shown in Fig. 4 are examples
of the challengesposedby missing data. In these examplesthere are large
portions of the sourceimage that have no corresponding match in the tar-
get image.Without an explicit segmentation or localization of thesemissing
regions,most registration algorithms are unlikely to correctly register these
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images.Of course,if the registration betweentheseimageswere known, then
it would be straight-forward to perform the segmentation. Similarly, if the
segmentation were known, the registration could proceed.Without a known
segmentation or registration, however, we are faced with a bit of a chicken
and eggproblem - which step should be performed�rst? In order to contend
with this problem we have employed the expectation maximization algorithm
that simultaneously segments and registersa pair of imagesor volumes(see
also [49]).

For purposesof completenesswe will brie
y review our previous registration
algorithm [50,51],and then describe the extensionthat allows us to contend
with missing data. We then show the e�cacy of this approach on several
synthetic and clinical cases.

2 Registration

We formulate the problem of image registration within a di�erential (non
feature-based)framework. This formulation borrowsfrom variousareasof mo-
tion estimation (e.g.,[52,53]).In order to contend with partial or missingdata,
the expectation maximization algorithm [54] is incorporated into this frame-
work, allowing for simultaneoussegmentation and registration. We�rst outline
the basiccomputational framework, and then discussseveral implementation
details that are critical for a successfulimplementation.

2.1 Local a�ne

Denote f (x; y; t) and f (x̂; ŷ; t � 1) as the sourceand target images,respec-
tively. 1 We begin by assumingthat the image intensities between images
are conserved (this assumptionwill be relaxed later), and that the geometric
transformation betweenimagescanbe modeledlocally by an a�ne transform:

f (x; y; t) = f (m1x + m2y + m5; m3x + m4y + m6; t � 1); (1)

where m1; m2; m3; m4 are the linear a�ne parameters,and m5; m6 are the
translation parameters.Theseparametersare estimatedlocally for each small
spatial neighborhood, but for notational conveniencetheir spatial parameters

1 We adopt the slightly unconventional notation of denoting the sourceand tar-
get image with a temporal parameter t. This is done for consistencywithin our
di�eren tial formulation.
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are dropped. In order to estimate theseparameters,we de�ne the following
quadratic error function to be minimized:

E( ~m) =
X

x;y 2 


[f (x; y; t) � f (m1x + m2y + m5; m3x + m4y + m6; t � 1)]2 ; (2)

where ~m = ( m1 : : : m6 )T , and 
 denotesa small spatial neighborhood.
Sincethis error function is nonlinear in its unknowns, it cannot be minimized
analytically. To simplify the minimization, we approximate this error function
using a �rst-order truncated Taylor seriesexpansion:

E( ~m) �
X

x;y 2 


[f t (x; y; t) � (m1x + m2y + m5 � x)f x (x; y; t)

� (m3x + m4y + m6 � y)f y(x; y; t)]2 ; (3)

wheref x (�), f y(�), f t (�) are the spatial/temporal derivativesof f (�). Note that
this quadratic error function is now linear in its unknowns, ~m. This error
function may be expressedmore compactly in vector form as:

E( ~m) =
X

x;y 2 


h
k � ~cT ~m

i 2
; (4)

where the scalar k and vector ~c are given as: k = f t + xf x + yf y and ~c =
( xf x yf x xf y yf y f x f y )T . This error function can now be minimized
analytically by di�erentiating with respect to the unknowns:

dE ( ~m)
d~m

=
X

x;y 2 


� 2~c
h
k � ~cT ~m

i
; (5)

setting the result equal to zero,and solving for ~m, yielding:

~m =

2

4
X

x;y 2 


~c ~cT

3

5

� 1 2

4
X

x;y 2 


~c k

3

5 : (6)

This solution assumesthat the �rst term, a 6� 6 matrix, is invertible. This can
usually beguaranteedby integrating over a largeenoughspatial neighborhood

 with su�cien t imagecontent. When an estimatecannot be made,the local
parametersare interpolated from nearby regions.With this approach a dense
locally a�ne mapping can be found betweena sourceand target image.
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2.2 Intensity variations

Inherent to the model outlined in the previoussectionis the assumptionthat
the imageintensitiesbetweenthe sourceand target areunchanged(brightness
constancy).This assumptionis likely to fail under a number of circumstances.
To account for intensity variations, we incorporate into our model an explicit
change of local contrast and brightness [55]. Speci�cally, our initial model,
Equation (1), now takesthe form:

m7f (x; y; t) + m8 = f (m1x + m2y + m5; m3x + m4y + m6; t � 1); (7)

wherem7 andm8 aretwo new(alsospatially varying) parametersthat embody
a changein contrast and brightness,respectively. Note that theseparameters
have beenintroduced in a linear fashion. As before, the error function is ap-
proximated with a �rst-order truncated Taylor seriesexpansionto yield:

E( ~m) =
X

x;y 2 


h
k � ~cT ~m

i 2
; (8)

wherethe scalark and vector ~c are now given as:

k = f t � f + xf x + yf y (9)

~c= ( xf x yf x xf y yf y f x f y � f � 1)T : (10)

Minimizing this error function is accomplishedas before by di�erentiating
E( ~m), setting the result equal to zero and solving for ~m. The solution takes
the sameform as in Equation (6), with k and ~c as de�ned in Equations (9)
and (10).

Intensity variations are typically a signi�cant sourceof error in di�erential
motion estimation. The addition of the contrast and brightnessterms allows
us to accurately register imagesin the presenceof thesevariations.

2.3 Smoothness

Until now, we have assumedthat the local a�ne and contrast/brigh tness
parametersare constant within a small spatial neighborhood, Equation (8).
There is a natural trade-o� in choosingthe sizeof this neighborhood. A larger
area makes it more likely that the matrix in Equation (6) will be invertible.
A smaller area, however, makes it more likely that the assumption of con-
stant motion will hold. We can avoid balancing thesetwo issuesby replacing
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the assumptionof constancywith a smoothnessassumption[52]. That is, it is
assumedthat the model parameters~m vary smoothly acrossspace.A smooth-
nessconstraint on the contrast/brigh tnessparametershas the added bene�t
of avoiding a degeneratesolution wherea pure intensity-basedmodulation is
usedto describe the mapping betweenimages.

We begin with an error function:

E( ~m) = Es( ~m) + Eb( ~m); (11)

that combines a smoothnessconstraint, Es( ~m), with the previous geometric
and intensity transformation constraint, Eb( ~m). The term Eb( ~m) is de�ned as
in Equation (8) without the summation:

Eb( ~m) =
h
k � ~cT ~m

i 2
; (12)

with k and ~c given by Equations (9) and (10). The new term Es( ~m) embodies
a smoothnessconstraint:

Es( ~m) =
8X

i =1

� i

2

4

 
@mi

@x

! 2

+

 
@mi

@y

! 2
3

5 ; (13)

where � i is a positive constant that controls the relative weight given to the
smoothnessconstraint on parameter mi . This error term penalizessolutions
proportional to the local changein each parameteracrossa small spatial neigh-
borhood. In so doing, we allow for a locally smooth, but globally non-rigid
transformation. The full error function E( ~m) is minimized, as before,by dif-
ferentiating, setting the result equal to zeroand solving for ~m. The derivative
of Eb( ~m) is:

dEb ( ~m) =d~m = � 2~c
h
k � ~cT ~m

i
: (14)

The derivative of Es( ~m) is computedby �rst expressingthe partials, @mi =@x
and @mi =@y with discrete approximations [52], and then di�erentiating, to
yield:

dEs ( ~m) =d~m = 2L( ~m � ~m); (15)

where ~m is the component-wise averageof ~m over a small spatial neighbor-
hood, and L is an 8 � 8 diagonal matrix with diagonal elements � i , and zero
o� the diagonal. Setting dEb ( ~m) =d~m + dEs ( ~m) =d~m = 0, and solving for ~m

8



at each pixel location yields an enormouslinear systemwhich is intractable
to solve. Instead ~m is estimated in the following iterativ e manner [52]:

~m(j +1) =
�
~c ~cT + L

� � 1
�

~c k + L ~m
(j )

�

: (16)

The initial estimate ~m(0) is determined from the closed-formsolution of Sec-
tion 2.2. On the j + 1st iteration ~m

(j )
is estimatedfrom the previousestimate,

~m(j ) .

The useof a smoothnessconstraint hasthe bene�t that it yieldsa denselocally
a�ne andsmooth transformation. The drawback is that the minimization is no
longer analytic. We have found, nevertheless,that the iterativ e minimization
is quite stable and convergesrelatively quickly (seeSection2.5).

Shown in Fig. 1 are a sourceand target with both geometric and intensity
di�erences.Also shown in this �gure is the registeredsourceand the estimated
contrast, brightness, and geometricmaps. Shown in Fig. 2 are several more
registration examples.

2.4 Partial Data

Inherent to the registration algorithm described above is the assumptionthat
each regionin the sourceimagehasa correspondingmatch in the target image.
As illustrated in Fig. 4, this neednot alwaysbethe case.Undersuch situations,
our registration algorithm typically fails. One way to contend with partial or
missing data is to employ a pre-processingsegmentation step. We propose,
however, a more uni�ed approach in which the registration and segmentation
are performedsimultaneously.

We begin by assumingthat each pixel in the sourceand target are either
related through the intensity and geometricmodel of Equation (7), denoted
as model M 1, or cannot be explained by this transformation and therefore
belongsto an \outlier" model M 2. Pixels belongingto the outlier model are
thosethat do not have a corresponding match betweenthe sourceand target
images.Assuming that the pixels are spatially independent and identically
distributed (iid), the likelihood of observinga pair of imagesis given by:

L( ~m) =
Y

x;y 2 


P(~q(x; y)) ; (17)

where, ~q(x; y) denotes the tuple of source, m7f (x; y; t) + m8, and target,
f (m1x + m2y + m5; m3x + m4y + m6; t � 1), imageintensities, Equation (7).

9



(a) source (b) target (c) registeredsource

(d) before registration (e) after registration

(f ) estimated contrast (g) estimated brightness (h) estimated map

Fig. 1. Complete results for a pair of sagittal images from two di�eren t patients.
Shown along the top are the source,target and registeredsource.Shown in panels
(d) and (e) are the overlaid edgesbeforeand after registration. Shown in panels(f ),
(g) and (h) are the estimated contrast, brightnessand geometric maps.

To simplify the optimization of the likelihood function, we considerthe log-
likelihood function:

log[L( ~m)] = log

2

4
Y

x;y 2 


P(~q(x; y))

3

5

=
X

x;y 2 


log[P(~q(x; y)jM 1)P(M 1) + P(~q(x; y)jM 2)P(M 2)] : (18)

Assuming that the priors on the models, P(M 1) and P(M 2), are equal, the
log-likelihood function simpli�es to:
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source target registeredsource

Fig. 2. Shown are examplesof registration in the presenceof signi�cant geometric
and intensity variations. Registration is alsosuccessfulin the absenceof high spatial
frequency features,as shown in the mammogram example (bottom row).

log[L( ~m)] =
X

x;y 2 


log[P(~q(x; y)jM 1) + P(~q(x; y)jM 2)] ; (19)

wherethe factoredadditive constant is ignored for purposesof maximization.
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We assumenext that the conditional probabilities take the following form:

log[L( ~m)] =
X

x;y 2 


log
h
e� r 2 (x;y )=� 2

+ e� c2
i

: (20)

For model M 1 we assumea Gaussiandistribution (with variance � 2), where
r (x; y) is the residual error betweenthe sourceand target de�ned as:

r (x; y) = [m7f (x; y; t) + m8 � f (m1x + m2y + m5; m3x + m4y + m6; t � 1)]: (21)

For model M 2 we assumea uniform distribution (i.e., c is a constant). The
log-likelihood function is maximizedby di�erentiating, setting the result equal
to zeroand solving for ~m:

d log[L( ~m)]
d~m

=
X

x;y 2 


dr 2 (x;y )
d~m e� r 2 (x;y )=� 2

e� r 2(x;y )=� 2 + e� c2 =
X

x;y 2 


dr2(x; y)
d~m

w(x; y) = 0; (22)

where w(�) is de�ned to be the ratio of the exponential distributions. As in
the previoussections,the residual r (�) is linearizedwith respect to the model
parameters~m. The derivativeof the residual,dr2(x; y)=d~m, is then substituted
into the above to yield:

X

x;y 2 


� 2~c[k � ~cT ~m]w = 0; (23)

with ~c and k given by Equations (9) and (10), and, as before, all spatial
parameters are dropped for notational convenience.Solving for the model
parametersthen yields the maximum likelihood estimator:

~m =

2

4
X

x;y 2 


(~c~cT )w

3

5

� 1 2

4
X

x;y 2 


(~ck)w

3

5 : (24)

Note that this solution is a weighted versionof the earlier least-squaressolu-
tion, Equation (6), where the weighting, w, is proportional to the likelihood
that each pixel belongsto model M 1. As before,a smoothnessconstraint can
be imposedto yield the following iterativ e estimator:

~m(j +1) =
�
(~c ~cT )w + L

� � 1
�

(~c k)w + L ~m
(j )

�

: (25)

This estimator for ~m, however, requiresan estimateof the weight w which itself
requiresan estimateof ~m. The expectation/maximization algorithm (EM) [54]
is usedto resolve this circular estimator, and proceedsas follows:
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(1) E-step: compute the weights w (with an initial estimate of ~m from the
solution of Section2.3).

(2) M-step: estimate the model parameters~m, Equation (25).
(3) Repeat steps1 and 2 until the di�erence betweensuccessive estimatesof

~m is below a speci�ed threshold.

The E-step is the segmentation stage,wherepixels that do not have a corre-
sponding match betweensourceand target imageshave a closeto zeroweight
w. These pixels are therefore given less consideration in the M-step which
estimatesthe registration parameters~m. The EM algorithm allows for simul-
taneoussegmentation and registration, and henceallows us to contend with
missingdata.

2.5 Implementation details

While the formulation given in the previous sections is relatively straight-
forward there are a number of implementation details that are critical for a
successfulimplementation. First, in order to simplify the minimization, the
error function of Equation (8) wasderived through a Taylor-seriesexpansion.
A moreaccurateestimateof the actual error function canbedeterminedusing
a Newton-Raphsonstyle iterativ e scheme[56]. In particular, on each iteration,
the estimatedgeometrictransformation is applied to the sourceimage,and a
new transformation is estimatedbetweenthe newly warped sourceand target
image. As few as �v e iterations greatly improves the �nal estimate. Second,
calculation of the spatial/temporal derivatives in Equations (9) and (10) is
a crucial step. These derivatives are often computed using �nite di�erences
which typically yield poor approximations. We employ a set of derivative �l-
ters, speci�cally designedfor multi-dimensional di�erentiation [57], that sig-
ni�can tly improve the registration results. And third, a coarse-to-�nescheme
is adopted in order to contend with larger motions [58,59].A Gaussianpyra-
mid is �rst built for both sourceand target images,and the full registration
is estimated at the coarsestlevel. This estimate is used to warp the source
image in the next level of the pyramid. A new estimate is computed at this
level, and the processrepeated throughout each level of the pyramid. The
transformationsat each level of the pyramid areaccumulated yielding a single
�nal transformation.

The generalizationof the algorithm from 2-D imagesto 3-D volumesis rela-
tively straight-forward. Brie
y , to accommodate a 3-D a�ne transformation,
an additional six a�ne parametersare added to the geometricand intensity
transformation model of Equation (7). Linearization and minimization of this
constraint proceedsas in the 2-D case.The smoothnessconstraint of Equa-
tion (13) takeson an additional (@mi =@z)2 term, and the iterativ e estimator
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of Equation (16) is of the sameform, with k and ~c accommodating a di�erent
set of, now 3-D, spatial/temporal derivatives. The solution of Section (2.4)
proceedsin a similar manner,with the initial constraint of Equation (17) up-
dated to accommodate the 3-D geometricand intensity transformation model.
See[51] for more details.

In the current MatLab implementation, running on a 2:8 GHz Linux machine,
a pair of 256 � 256 imagesrequires4 minutes to register. A pair of 64 � 64
� 64 volumesrequires30 minutes.

3 Results

We have tested the e�cacy of our registration technique on both synthetic
and clinical data in both 2-D and 3-D. Shown in each row of Fig. 3 are source
imageswhere a region was removed or replacedwith noise.Shown in Fig. 4
are three clinical examplesof registration in the presenceof varying amounts
of missingdata. And, shown in Fig. 5 is a synthetic 3-D example.In all cases,
the registration is successfuleven with signi�cant amounts of missing data.
This registration would have failed without an explicit model of missingdata
incorporated directly into the registration algorithm. In all of these results,
all system parameterswere held �xed. These results show qualitativ ely the
e�ectivenessof our technique.Wenext describea seriesof resultsthat quantify
the robustnessand sensitivity of our registration algorithm.

3.1 Analysis

In this section we quantify the accuracy of our registration algorithm with
respect to the various design assumptions.Synthetic images and registra-
tion maps were usedfor all the simulations in this analysis.While theseim-
ages/mapscapture only certain aspects of medical images,they allow for a
large testbed, and avoid biasingthe results towards speci�c images/maps.We
begin with a description of thesesynthetic imagesand registration maps. In
all of the subsequent simulations, we report the registration accuracy over
100 independently generatedimagesand registration maps. The errors are
reported as the root meansquare(RMS) error in intensity betweenthe regis-
tered sourceand the target image,and as the RMS error (in pixels) between
the estimatedand actual registration map.
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source target registeredsource

Fig. 3. Shown are synthetic examplesof registration with missing data.

3.1.1 Synthetic Image

Consistent with a simplemodel for natural images[60],the imagessynthesized
for the simulations are fractal in nature and modeled with a (1=! ) � power
spectrum and random phase.The value of � is determined as follows. For
a set of sampleimages,the 2-D power spectrum is �rst computed. For each
discretefrequency! in the 2-D power spectrum, the medianvalueis computed,
thus reducing the 2-D spectrum to 1-D. This 1-D spectrum is then modeled
as (1=! ) � , and � is estimated using a simple least-squaresestimation. Note
that in this process,directional information is lost (since we usethe median
value at each frequency),along with the phasecorrelations (since the model
usesonly the power spectrum). The estimatedvalue of � is 1:4, averagedover
a set of ten clinical images(MRI, chest X-rays, mammograms,and CT).

Given the value of � , each synthetic images (x; y) is generatedin the Fourier
domain as follows. Let = f �g denote the Fourier operator, and = � 1 f�g the
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source target registeredsource

Fig. 4. Shown are clinical examplesof registration with missing data.

inverseFourier operator. Then:

s (x; y) = = � 1 f= f r (x; y)g � H (! x ; ! y)g; (26)

where r (x; y) is a random image of size128� 128, with pixel valueschosen
from a normal distribution with zero mean and unit variance.The response
H (! x ; ! y) corresponds to the model of the desiredpower spectrum in 2-D,
given by:

H (! x ; ! y) =

0

@ 1
q

! 2
x + ! 2

y

1

A

�

: (27)

The intensity valuesof the image s (x; y) are scaledinto the range [0; 1]: A
samplesynthetic imageis shown in Figure 6(a) { the fractal imageis padded
with a black border to avoid edgeartifacts.
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source target registeredsource

Fig. 5. Shown is an example of 3-D registration with partial data. The brighter
regions shown with the registered source are the portions of the target that are
missing in the source- theseregionsare superimposedto show the accuracyof the
registration.

3.1.2 Synthetic Registration Map

A registration mapconsistsof a displacement vector~v(x; y) = (vx (x; y); vy(x; y))
at each pixel location (x; y). The displacement �elds vx (�) and vy (�) are mod-
eled independently as two Gaussiandistributions, and are synthesizedinde-
pendently as follows. All parameter valuesusedwere estimated from known
registration maps.First, two randomimagesof size32� 32aregenerated,with
pixel valuesdrawn from a normal distribution with zeromeanand a standard
deviation of 5:0 pixels. Each imageis then up-sampledto a sizeof 128� 128,
after which a 3 � 3 low-pass�lter with coe�cien ts [121;242;121]=16 is re-
peatedly applied, until a smoothnessvalue of approximately 0:3 is obtained.
Smoothnessis computedas follows:

�
1

N 2

�
 s

X

x;y 2 


� �
@vx

@x

� 2

+
�

@vx

@y

� 2
�

+

s
X

x;y 2 


� �
@vy

@x

� 2

+
�

@vy

@y

� 2
� !

; (28)

where 
 is the entire image, and N is the total number of pixels. Finally,
a global a�ne [m1 m2; m3 m4] and translation [m5; m6] map is applied to
each of the images.The a�ne parametersvary with a uniform distribution;
parametersm1 and m4 (the scaleparameters)vary from 0:9 to 1:1, parameters
m2 and m3 (the shearparameters)vary from 0 to 0:2, and parametersm5 and
m6 (the translation parameters)vary from � 10 to +10. A samplesynthetic
registration map is shown in Figure 6(b).

3.1.3 Geometric Distortions

The abilit y of di�erential techniques to handle large distortions is generally
a concern.Therefore, the extent to which global translations, rotations and
scalechangescan be recoveredwas analyzed.In thesesimulations, the target
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(a) (b) (c)

Fig. 6. (a) Samplerandom synthetic image;(b) samplerandom synthetic registration
map ; (c) result of applying the synthetic registration map to the synthetic image.

imageconsistedof a randomsynthetic image,while the sourceimageconsisted
of the target imagewith a random global distortion applied.

In the �rst simulation, a global distortion consistingof only translations, rang-
ing from 0 to 30 pixels in stepsof 1 pixel wasapplied. The algorithm wassuc-
cessfulup to a translation of 24 pixels, with an averageintensity RMS error
of 0:002,and an averageregistration RMS error of 0:18 pixels. In the second
set of simulations, the global distortions consistedof only rotations, applied
from 0 to 90 degreesin stepsof 1 degree.The algorithm was successfulup to
a rotation of 45 degrees,with an averageintensity RMS error of 0:02, and an
averageregistration RMS error of 0:2 pixels. And, in the third set of simu-
lations, the global distortions consistedof only scalechanges,varying from a
factor of 1:0 to 2:0 in stepsof 0:1. The algorithm was successfulup to a scale
factor of 1:6, with an averageintensity RMS error of 0:04, and an average
registration RMS error of 0:3 pixels.

3.1.4 Intensity Distortions

In this simulation, the sensitivity of the registration algorithm to brightness
variations wasanalyzed.The sourceimageconsistedof a synthetic fractal im-
age (with intensities in the range [0; 1]), with a synthetic registration map
applied. The target imageconsistedof the samesynthetic imageusedin the
source,with a random fractal brightnessmap addedto it, so that the intensi-
ties rangedfrom [0; 1+ b]. The algorithm wassuccessfulwith brightnessvalue
up to a value of b= 0:5, with an averageintensity RMS error of 0:05, and an
averageregistration RMS error of 0:5 pixels.

Sensitivity to contrast variations was also analyzed.The sourceimage con-
sisted of a synthetic fractal image (with intensities in the range [0; 1]), with
a synthetic registration map applied. The target imageconsistedof the same
synthetic imageusedin the source,with a random fractal contrast map mul-
tiplied to it, so that the intensities ranged from [c;1]. The algorithm was

18



successfulwith contrast valuesc � 0:5, with an averageintensity RMS error
of 0:05, and an averageregistration RMS error of 0:5 pixels.

3.1.5 Geometric Smoothness

In this simulation, the abilit y of the registration algorithm to recover local
geometricdistortions of varying smoothnesswas analyzed.The target image
consistedof a synthetic fractal image, while the source image consistedof
the target image,with a known synthetic geometricdistortion applied to it.
The smoothnessof this distortion �eld, Equation (28), wasvaried from 0:1 to
0:6 and was generatedsimilar to the synthetic registration map, as described
above; the only two di�erences being that 1) there was no global distortion
applied to the registration map, and 2) the smoothnessof the registration map
wasvaried.The algorithm wassuccessfulwith smoothnessvalueslessthan 0:3,
with an averageintensity RMS error of 0:03,and an averageregistration RMS
error of 0:4 pixels.

3.1.6 Noise

In this simulation, the abilit y of the registration algorithm to perform in the
presenceof additiveuniform noisewasanalyzed.The target imageconsistedof
a synthetic fractal image,and the sourceimageconsistedof the target image
with uniformly distributed noiseadded to it. The intensity of the noisewas
modulated within the range [0; n]; where n varies from 0 (no noise) to 1:0
(100%noise).The algorithm was successfulwith a PSNR value greater than
3db with an averageintensity RMS error of 0:05, and an averageregistration
RMS error of 0:4 pixels. We hypothesizethat the registration is successfulat
very low signal to noiseratios becausethe estimatedcontrast and brightness
terms absorbthe additive noise.This hypothesiswas tested by repeating the
simulation, estimatingonly the geometricterms in the registration map. In this
case,the averageintensity RMS error was 0:13, and the averageregistration
RMS error was 8 pixels, thus con�rming that the brightness and contrast
terms help contend with large amounts of additive noise.

3.1.7 Missing Data

In this simulation, the abilit y of the registration algorithm to recover a global
geometricdistortion when a portion of the data is missing was analyzed.In
these simulations, the target image consistedof a random synthetic image,
while the sourceimage consistedof the target image with a random global
distortion. The global distortion consistedof a translation in the rangeof 0 to
12 pixels, a rotation in the range1 to 12 degreesand a scalechangebetween1
to 1:2. A squareof varying sizewasremoved from the sourceimageat random
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positions,starting with a sizeof 16� 16 pixels to a sizeof 128� 128pixels (the
entire image).The algorithm wasableto successfullyrecover globaldistortions
with missingdata as large as 96� 96 pixels, with an averageintensity RMS
error of 0:01, and an averageregistration RMS error of 0:2 pixels.

4 Discussion

We have presented a general-purposeregistration algorithm. The geometric
transformation is modeledaslocally a�ne but globally smooth, and explicitly
accounts for local and global variations in imageintensities.An explicit model
of missing data is also incorporated, allowing us to simultaneously segment
and register imageswith partial or missing data. All of the components are
combined within an integrated framework yielding a robust and e�ective reg-
istration algorithm within and acrossdi�erent imaging modalities. We have
shown the e�cacy of our algorithm on synthetic images/volumesand on clin-
ical images/volumes.We have analyzedthe robustnessand sensitivity of our
algorithm with respect to the various designassumptions.We �nd that ac-
curate registration is possibleunder a signi�cant amount of geometric and
intensity variations, and missingdata.

Our current implementation su�ers from one primary shortcoming.On a 2:8
GHz Intel processorwith 2 GB memory, the registration of a 256� 256 im-
agerequiresapproximately 4 minutes, and the registration of a 64� 64� 64
volume requiresapproximately 30 minutes. We hope that optimization of our
algorithm and a C-basedimplementation, of the current MatLab code, will
reducethis run-time.

In designingour registration algorithm we have tried to contend with what we
considerto be two of the major obstaclesfacing general-purposeregistration
algorithms: intensity variations and missingdata betweenthe sourceand tar-
get images/volumes.By contending with thesepressingissueswithin a uni�ed
framework, we believe that our registration algorithm will prove useful in a
number of clinical settings.
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